A Semantic Web methodological framework to evaluate the support of integrity in thesaurus tools

M Mercedes Martínez-González
University of Valladolid, Spain
mercedes@infor.uva.es

María-Luisa Alvite-Díez
University of Leon, Spain
luisa.alvite@unileon.es

Abstract

With the Semantic Web, thesauri recover a relevant role supporting semantic searches and other added-value services. Thesaurus standards define what constructs a thesaurus can have and the integrity rules it must comply with. Thesaurus editors can be helped in their work if thesaurus tools offer them support for integrity, warning when integrity rules are violated and/or helping them to correct these mistakes.

The most recent thesaurus standard is ISO 25964, which supersedes ISO 2788, evolving towards concept-based thesauri, better aligned with the Semantic Web approach than the term-based thesauri of ISO 2788. However, the W3C recommendation for KOS (Knowledge Organization System) representation in the semantic web context is SKOS, which is in fact prior to ISO 25964. This paper focuses on thesaurus integrity and the evolution from ISO 2788 to ISO 25964. Its effect on integrity issues is analyzed. A methodological proposal for evaluating integrity support in thesaurus tools, arising from the results of this work, is presented. Its target audience is professionals in charge of thesaurus edition. Besides being adapted to the most recent thesaurus standard, ISO 25964, it also includes the comparison of ISO standards with SKOS. The paper is completed with the presentation of the results of applying it to three thesaurus tools.

Keywords

ISO 2788; ISO 25964; Semantic Web; SKOS; software evaluation; thesaurus integrity; thesaurus tools
1. Introduction

The Semantic web and linked data have brought about a renewed interest in thesauri as conceptual tools that can be used to improve semantic interoperability [1, 2, 3, 4]. This “revival” is reflected in the update of the thesaurus ISO standard. Between 2011 and 2013, ISO published ISO 25964 [5, 6], the thesaurus standard that supersedes ISO 2788:1986 [7]. It is an evolution from the approach of term-based thesauri, present in ISO 2788, to concept-based thesauri [8, 9]. This concept-based approach was already used in SKOS [10], and is closer to the idea of conceptual searches that underlies semantic information retrieval [11, 12]. With the evolution from ISO 2788 to ISO 25964, the thesaurus community embraces the Semantic Web vision. All of this in an environment of semantic interoperability, in which thesauri are reused in open contexts. Reuse is definitely strengthened when using standards to share thesauri [1, 8].

This new ISO standard appeared after the W3C recommendation for representing KOS in the semantic web: SKOS (Simple Knowledge Organization Systems) [13]. During the period when ISO 2788 was the available standard for thesauri, several thesauri were represented using SKOS and tools were adapted to use RDF/SKOS as the underlying language to store and share the thesauri their users created. However, SKOS is intended for use in a wider set of KOS. An example of its significance and relevant spread can be found in the W3C website -SKOS Datasets-, in which thesauri, subject headings, glossaries, lists of authorities, classifications, taxonomies, nomenclatures, etc., are collected. It should be noted at this point that the thesauri with the longest trajectory and managed by prestigious international institutions, such as EuroVoc (European Union Publications Office), UNESCO Thesaurus (United Nations Educational, Scientific and Cultural Organization -UNESCO-) or AGROVOC (Food and Agriculture Organization -FAO-), among others, are represented in SKOS (see Note 1).

It is worth remarking that the restrictive orientation required by vocabulary control (e.g., polysemy is not allowed, ambiguity is controlled) prevails in thesauri standards. However, SKOS has a more general vocation (purpose), as it was created not only for representing controlled vocabularies, such as thesauri, but also for less restrictive vocabularies such as folksonomies and glossaries.

With this context, the comparison of the ISO thesauri standards and the SKOS recommendations when using SKOS for thesauri representation is required. The equivalence between thesauri constructs, as defined by ISO 2788, and SKOS constructs was first covered by guidelines provided in the SKOS Primer Guide [14]. The equivalence between ISO 25964 and SKOS is dealt with in [15].

Integrity is the quality that guarantees that a given thesaurus is consistent with regard to the formal definition of what a thesaurus can be (data model). Integrity is a crucial issue during the process of thesauri creation and edition, because infringing integrity rules can be done unconsciously (as shown by the results of assessing SKOS vocabularies published in [16]). In an ideal scenario, a thesaurus tool would deal with integrity in such a way that any updates that would result in integrity violation would be automatically rejected by the tool. In addition, it should be able to insert automatically any relationships that can be derived from those inserted by end users or to delete, in cascade, the relationships in which a deleted construct participates. When tools automatically check integrity, users are greatly helped in correcting errors committed when creating a
thesaurus, so they can be more confident about the work done. As with ontologies [17], the interest of assisting the end user with a suitable checking tool increases as the size of the KOS being edited is greater.

In this paper, a methodological proposal for evaluating integrity support in thesaurus tools is presented. This integrity evaluation is part of a general framework [18] aimed at evaluating the functionalities required for thesaurus tools. Its main public is the thesaurus community, i.e., information management professionals involved in the development, maintenance and edition of thesauri, who need reliable tools for these tasks. It is worth noting that it is more oriented towards the proper design of thesaurus management tools and their users’ experience, rather than a purely theoretical or logical perspective.

This paper focuses on the integrity issue, while the previous research presented the general framework and covered 7 issues (Purpose, System requirements, Functionalities, Thesaurus constructs supported, Integrity management, Information interoperability, Software interoperability and integration). Thus, this paper provides an enhanced, in-depth and detailed analysis of the integrity problem and the tests designed to evaluate its support in thesaurus tools, none of which could be included in the general overview presented in reference [18]. Besides, in this paper, the framework adaptation from ISO 2788 (term-based thesauri) to ISO 25964 (concept-based thesauri) is discussed. The tests were initially designed according to the ISO 2788 standard, which is still supported by thesaurus tools. They were later revised in accordance with ISO 25964. As for the comparison of thesaurus integrity conditions with the integrity conditions of SKOS, it is worth analyzing thesaurus issues that are also present in SKOS and those that are specific to thesauri, as this indicates which tests should be supervised more carefully in a practical evaluation. These differences provide the key to identifying tests whose results may more easily differ from what would be expected according to thesauri standards, that is, producing negative results in tools using SKOS as the underlying representation language.

This is a qualitative, not quantitative methodology. There are two main reasons for this. First, the important issue for a thesaurus editor professional is to be assisted in the creation of a semantically correct KOS (which is a question with a binary answer: yes, the tool supports it/no, the tool does not support it). Second, the size of thesauri is not a problem for tools. As already shown in our previous work [18], the most popular thesauri are loaded and treated without problems by most thesaurus tools, which means that there are no performance problems when dealing with real thesauri.

The methodological framework was applied to three tools, PoolParty, SKOSEd, and VocBench to check its applicability. For this work, in which the new ISO 25964 standard is taken into account, tools already using SKOS are considered more suitable. As has been verified with such thesauri as EuroVoc, AGROVOC or the UNESCO thesaurus, and the work of the ISO working group (see [15]) shows, the tendency is to use SKOS for the representation of thesauri. While SKOSEd is, as its name indicates, a tool created to edit and manage SKOS systems, PoolParty is a tool originally designed more specifically for thesauri, while VocBench is a software tool for managing OWL ontologies, SKOS(XL) thesauri and generic RDF datasets.

There are other surveys of thesaurus tools [19, 20]. In these surveys, such features as the creation and management of thesauri, and those related to software output (display of thesauri on the screen or printer, for instance), were touched upon. The proposal
presented here is original due to its Semantic Web oriented approach. Moreover, this proposal deals in depth with integrity, taking into account ISO 2788 and ISO 25964. Besides, it is worth noting that, in the Semantic Web, thesauri and ontologies have different roles [21], thus the comparison with ontology tools is beyond the scope of this work. This work also differs from works that test the quality of KOS represented with SKOS [16]. While, in these latter works, the goal is to analyze the quality of the SKOS representation of controlled vocabularies (which include other KOS than thesauri) and to provide suggestions to correct the problems detected, in our methodological framework, the interest focuses on helping thesauri editors to select tools that assist them in thesaurus edition.

Section 2 provides a brief introduction so as to understand the scope of integrity in order to check the relationships between constructs in a thesaurus; likewise, integrity conditions in ISO standards and the SKOS Recommendation are compared in detail. Section 3 is devoted to the methodological framework, in which an in depth review of the framework for integrity support is offered. This research takes into account the evolution from the ISO 2788 to ISO 25964 thesaurus standard. The analysis of correspondences between ISO 25964 and SKOS is also included in this section. In section 4, the results of applying the methodological proposal to the experimental evaluation of PoolParty, SKOSEd and VocBench are discussed. Section 5 collects the main conclusions obtained.

2. Thesaurus integrity

Next, the main constructs of thesauri are presented, as well as the meaning and importance of integrity in a thesaurus (section 2.1). Then (heading 2.2), the integrity conditions for thesauri, both in ISO 2788 and ISO 25964, are discussed. The integrity conditions established in SKOS follow them in heading 2.3. It is useful to have the listing of SKOS restrictions, as they are helpful to support the analysis of the possibilities of finding support by default on tools using SKOS for representing thesauri, and of characterizing the thesaurus restrictions that any thesaurus tool should guarantee on its own as an added value. This analysis is given under heading 2.4.

2.1 Preliminary approach

Thesauri standards establish the types of constructs that make up the parts of a thesaurus. With ISO 2788, the main constructs of thesauri are Terms: words or phrases that represent an idea. In ISO 25964, the main constructs of thesauri are Concepts. Concepts are represented by terms. There are two types of terms: Preferred terms and Non-preferred terms. One single preferred term is chosen to represent an idea or concept. Several non-preferred terms can be associated with a concept. Equivalence relationships relate the terms associated to the same concept: UF (Used For), for Non-Preferred Terms, and USE (Uses), for Preferred Terms.

Hierarchical relationships provide the structure of a thesaurus: BT (Broader Term), NT (Narrower Term), Top Term/Top Concept. A BT concept has a scope including the scope of its narrower concepts. Note that the name of the relationships is not changed from ISO 2788 to ISO 25964, while in this last recommendation they should be read as Broader concept and Narrower concept. ISO 25964 introduces the possibility of
qualifying these relationships with optional “roles”, something not possible in ISO 2788. There are three types of roles, which can be used to distinguish the three types of hierarchical relationship: instantial (instance of), partitive (part of), and generic (kind of). Detailed discussion can be found in [15, 22]. A top concept is not narrower than any other preferred term/concept in the same thesaurus. In some thesauri, there is also a multiple hierarchy or polyhierarchy.

Another important type of relationships is Associative relationships: RT (Related Term), used for preferred terms/concepts that are not related by hierarchical relationships but have, however, some type of relationship (e.g., book has something to do with author, while they should not be related by an NT/BT relationship).

Concepts can be grouped into microthesauri (also called subject fields, fields of knowledge or domains). It is not common, but nesting between microthesauri is possible (see, e.g., the EuroVoc\textsuperscript{5} thesaurus). ISO 25964 introduces a new construct: concept groups. Microthesauri are concept groups. Another way to group concepts in ISO 25964 is Arrays: these are groups of sibling concepts.

In addition, ISO 25964 introduces the compound equivalence, which was not in ISO 2788. These are relationships used to represent compound concepts that do not exist in a thesaurus, but can be expressed as a combination of two or more simple concepts (e.g., “coal mining” is a compound of “coal” and “mining”).

Ultimately, Notes serve to clarify the meaning and application of a term or concept: Scope notes, Historical notes, Editor notes, Usage notes, etc.

The vocabulary of SKOS includes various elements that work together to represent KOS. These elements include concepts, labels, relationships, mapping properties, collections, and notes. When mapping to SKOS, skos:ConceptScheme, a structure that compiles and organizes a set of concepts, can be used to represent a thesaurus. Each concept is represented with skos:Concept, and each of them in turn is identified with a URI. In SKOS, a label is the descriptor of a concept. Labels can be preferred (skos:prefLabel), alternative (skos:altLabel), or hidden (skos:hiddenLabel). In SKOS, it is possible to state that a concept is a top concept by using the skos:topConceptOf property. The labels skos:broader and skos:narrower assert hierarchical relationships between concepts.

Further, the skos:related label can be used to assert an associative relationship between two concepts. The SKOS Collections, skos:Collection, are groups of concepts which do not need to be related by hierarchical relationships. Members of a SKOS Collection may come from different ConceptSchemes. For the interest of thesaurus management, this means that a SKOS Collection can be used to represent domains or to group concepts from different thesauri.

Regarding integrity, such standards as ISO 2788, ISO 25964, or SKOS, establish certain integrity conditions that a thesaurus, or a KOS represented with SKOS, should always respect. The integrity conditions are “statements within the formal definition of a data model, which are used to establish whether or not given data are consistent with respect to the data model” [13]. Integrity conditions determine what is, or is not, valid in a thesaurus or KOS.
2.2 ISO integrity conditions

The integrity conditions for thesauri can be derived from the ISO standard and are presented next. The new ISO 25964 keeps the restrictions that could be inferred from ISO 2788. However, they have to be adapted to the change from the term-based approach to the concept-based approach. In the following, the conditions are outlined.

1. **Uniqueness**: there cannot be duplicated elements in a thesaurus. This means:
   a) Each concept or idea has a single term that represents it in each language. With ISO 2788, this implies that each non-preferred term is linked to only one preferred term. In ISO 25964, there must be only one Preferred Term for each concept in each language.
   b) Microthesauri (concept groups in ISO 25964) cannot be repeated.
   c) Concepts cannot be repeated. In ISO 2788, preferred terms cannot be repeated.
   d) Preferred Terms/concepts, microthesauri/groups of concepts, and arrays, are disjoint, i.e., a Preferred Term/concept cannot also be a microthesauri/group of concepts or an array.
   e) Preferred terms cannot be used as non-preferred terms. In other words, preferred terms and non-preferred terms are disjoint sets.

2. Only Preferred terms/concepts can participate in hierarchical and associative relationships. This means that, e.g., a Non-preferred term participating in some of these relationships is not allowed according to ISO 2788, or that a term cannot participate in these relationships if stated according to ISO 25964.

3. Some relationships are incompatible: BT and NT relationships are not compatible with RT relationships. Two preferred terms/concepts already related by a BT or NT relationship cannot be stated to be related by an RT relationship.

4. Cycles involving hierarchical relationships are forbidden. For example, if $A \text{ BT } B$ is true, $B \text{ BT } A$ is forbidden. This also holds when hierarchical and associative relationships are involved in the cycle. In addition, a top term cannot be narrower than another term.

5. Some relationships require the existence of an inverse relationship. For example, if $A \text{ NT } B$, then $B \text{ BT } A$ should be inferred.

6. When a term is deleted, all the relationships it participates in, should also be deleted.

2.3 SKOS integrity conditions

SKOS establishes its own integrity conditions, expressed in the SKOS Recommendation [13] by a set of axioms. The ones relevant for this work are included:\(^6\):

- **S9** - skos:ConceptScheme is disjoint with skos:Concept.
- **S13** - skos:prefLabel, skos:altLabel and skos:hiddenLabel are pairwise disjoint properties.
- **S14** - A resource has no more than one value of skos:prefLabel per language tag.
- **S19** - The rdfs:domain of skos:semanticRelation is the class skos:Concept.
- **S20** - The rdfs:range of skos:semanticRelation is the class skos:Concept.
- **S27** - skos:related is disjoint with the property skos:broaderTransitive.
S37 - skos:Collection is disjoint with each of skos:Concept and skos:ConceptScheme.

2.4. Comparison of integrity restrictions in ISO and SKOS

A comparison of the integrity restrictions between ISO standards and SKOS is not included in the documents produced by the ISO working group. However, it is helpful to preview which thesaurus integrity restrictions could be expected to be supported in SKOS tools, and which should be an added value of thesaurus tools. Table 1 summarizes the set of similarities and differences between SKOS and ISO that are relevant for integrity checking. While it is logical to expect to find support for the restrictions covered in both standards in any tool, it is not the same for restrictions specific to thesauri.

Table 1: Integrity in ISO standards and SKOS: similarities and differences.

<table>
<thead>
<tr>
<th>ISO restriction</th>
<th>SKOS equivalence</th>
</tr>
</thead>
<tbody>
<tr>
<td>Cond. 1a: Only one Preferred Term for each concept</td>
<td>SKOS axiom S14</td>
</tr>
<tr>
<td>Cond. 1b: Microthesauri/concept groups cannot be repeated</td>
<td>Not in SKOS</td>
</tr>
<tr>
<td>Cond. 1c: Preferred terms/concepts cannot be repeated</td>
<td>Not in SKOS</td>
</tr>
<tr>
<td>Cond. 1d: Preferred Terms/concepts and Microthesauri/concept groups are disjoint</td>
<td>SKOS axioms S9 and S37</td>
</tr>
<tr>
<td>Cond. 1e: PrefTerms, Non-PrefTerms, ... disjoint sets</td>
<td>SKOS axiom S13</td>
</tr>
<tr>
<td>Cond. 2: Only PrefTerms/Concepts participate in semantic relationships</td>
<td>SKOS axioms S19 and S20</td>
</tr>
<tr>
<td>Cond. 3: Incompatible semantic relationships</td>
<td>SKOS axiom S27</td>
</tr>
<tr>
<td>Cond. 4: Forbidden cycles</td>
<td>Not in SKOS</td>
</tr>
<tr>
<td>Cond. 5: Inverse relationships</td>
<td>Not in SKOS</td>
</tr>
</tbody>
</table>

As can be noted from Table 1:

- Axiom S14 guarantees that there is no more than one preferred term (property hasPreferredLabel in ISO 25964) for each concept, that is, it guarantees condition 1a.
- SKOS axioms S9 and S37 guarantee that a preferred term/concept cannot be, at the same time, a microthesaurus/group of concepts (condition 1d). This is true both with thesauri in which microthesauri have been represented with skos:ConceptScheme, e.g., the UKAT thesaurus, and with thesauri in which skos:Collection has been used for this aim, which is the proposal made in [15].
- Axiom S13 guarantees that terms used as preferred labels are not also used as non-preferred labels (condition 1e), or, in the ISO 2788 form, that a preferred term is not also a non-preferred term.
• Axioms S19 and S20 guarantee that only preferred terms/concepts participate in semantic relationships (condition 2).
• Axiom S27 ensures the incompatibility of basic relationships (condition 3).

However, as mentioned before, it is interesting to detect the integrity conditions from thesauri that are not included in SKOS, as they are the ones that will more probably determine the differences between a SKOS-oriented tool and a thesaurus-oriented tool. In addition, the introduction of the relations USE+ and UF+ between terms to represent compound concepts in ISO 25964 adds a new challenge for thesaurus tools. The ISO restrictions that cannot find an equivalent restriction in SKOS, presented in Table 1, are interpreted as follows:

1. In SKOS, the repetition of labels does not imply a duplicity of concepts; hence, even if not recommended, duplicity is not restricted [14, Section 2.2.1, Appendix]. For example, if two SKOS concepts share the same Preferred label, it is not inconsistent in SKOS. However, two concepts sharing a Preferred term should not be possible in a thesaurus. Consequently, conditions 1b and 1c do not have an equivalent restriction in SKOS. Even if some works about SKOS validation have considered this possibility as an improvement in quality checking of KOS, of which their editors are warned [16, 23], this is not the same as a restriction in the sense established in ISO thesauri standards. SKOS does not have an equivalent integrity restriction and, consequently, it has not been assumed by SKOS tools.

2. In SKOS, cycles in hierarchical relationships are possible, in opposition to condition 4 of thesauri. For example, \( A \text{ skos:broader } B \) and \( B \text{ skos:broader } A \) (see section 8.6.8 of [13]) is consistent in SKOS, something that would be inconsistent in an ISO valid thesaurus.

3. In SKOS, there is no integrity condition associated to the fact that skos:narrower and skos:broader are inverse relationships. There are only logical dependencies that permit the presence of a statement such as \( A \text{ skos:narrower } B \) entails \( B \text{ skos:broader } A \) to be inferred (see section 1.5 of [13]). However, the presence of only one of them is consistent with the SKOS data model, which works with the “open world assumption”. That is, the integrity condition 5 is not required by the SKOS recommendation.

4. In SKOS, only concepts can participate in relationships, so it is not possible to relate labels, as this would imply the USE+ and UF+ relationships of ISO 25964. In SKOS-XL, labels are promoted to objects, which implies that they can be related; this is closer to the possibility of relating terms as considered in ISO 2594. However, even this extension of SKOS has limitations to offer the full power of ISO 25964 [24].

In short, a SKOS tool should not reject a KOS (Knowledge Organization System) with cycles or repeated labels, even if it checks and warns about these quality issues, as some tools already do [16, 23]. Indeed, cycles can be correctly included in some KOS (let us consider, for example, classifications, glossaries, etc.), and are not even a reason for warning. However, a thesaurus tool should reject a thesaurus with some of these problems. In addition, some entailments that should be automated for thesauri, such as the inclusion of reciprocal NT/BT relationships, should not be generalized for KOS. A thesaurus tool should automatically add reciprocal relationships, which cannot be
requested of a KOS tool. In consequence, the type of tool used conditions the expectations a thesaurus editor should have during the process of creating/editing a thesaurus concerning the support provided by the tool.

3. Methodological framework

The target issue of this paper is integrity management, a crucial issue to ensure the correctness and quality of any thesaurus. The methodological framework, as has already been pointed out, has its starting point in a previous proposal [18]. Now, however, a review of the framework for integrity support is offered. This research takes into account the ISO 25964 thesaurus standard, which was not available when the previous framework was developed. Section 3.1 presents the methodology followed for the adaptation of the evaluative framework. In heading 3.2, the changes from ISO 2788 to ISO 25964 are analyzed. In section 3.3, the tests in the integrity suite are shown, while heading 3.4 introduces the thesauri used for the evaluation.

3.1 Methodology for the adaptation of the evaluation framework from ISO 2788 to ISO 25964

ISO 25964 was used as a guide for the revision carried out. Other possibilities could have been based on the revision of the thesaurus tools. However, as the adaptation to the ISO 25964 standard is still in progress, using the standard as a guide was the only guarantee to obtain a revision in which all changes are included, irrespective of whether they have already been reflected in the tools. The steps followed for the revision are:

1. Revision of ISO 25964 and the publications treating the main novelties it includes with respect to ISO 2788.
2. Identifying the set of constructs introduced in ISO 25964 for the first time, or that have changes with respect to the previous standard.
3. Locating the integrity rules present in ISO 25964.
4. Updates to the integrity rules already present in ISO 2788 to be compliant with ISO 25964.
5. Comparison of ISO 25964 integrity rules and SKOS rules.
6. Revision of integrity tests to reflect the conclusions from the previous steps.

3.2 Analysis of the changes needed to adapt the integrity suite to ISO 25964

Some modifications from ISO 2788 to ISO 25964 have involved changes in the integrity suite that are really significant.

- With ISO 25964, it is necessary to check the elimination of constructs whose presence becomes more relevant in this new standard: arrays, compound equivalence, and terms. It is necessary to check that their deletion is carried out in an ordered manner, i.e., the relationships they participate in are deleted in cascade. The new tests, 15, 16, 19, and 20, have been included in the suite (see Table 2).
• Now, neither terms nor concepts can be repeated. The Uniqueness condition restricting preferred terms from being repeated with ISO 2788 now means that two concepts should not be repeated. This condition has been adapted for this benchmark according to what we consider the most probable mistake made by thesaurus authors (as the duplication of objects whose identifier, e.g., URI, is automatically assigned by tools is automatically guaranteed by the algorithms): that two different concepts do not share the same preferred label.

• Now it becomes possible to have ‘floating’ terms in a thesaurus, that is, not related to any concept by any property. This new possibility affects the results expected in the integrity tests related to the deletion of thesaurus constructs. These tests are now tougher than they were with ISO 2788.

• Checking cycles is still needed, despite the introduction of the three types of hierarchical relationship in BT/NT relationships [25]. In fact, the considerations concerning the comparison with SKOS, presented in section 2.4, point out that this is a set of tests in which the results obtained with tools should be carefully examined.

• Something similar happens with tests that check the automatic insertion of relationships into a thesaurus, so they remain necessary.

• Where ISO 2788 prevented the participation of non-preferred terms (only preferred terms could participate), the participation of terms must now be prevented (only concepts can participate).

• It has been decided to include a restriction to forbid two NT/BT relationships between a pair of concepts, even if the roles are different. This is not explicitly stated in the ISO standard, but it seems logical from a semantic perspective to avoid having two concepts related by hierarchical relationships whose semantic (roles) are contradictory.

• The deletion of a preferred term in ISO 2788 has been considered equivalent to deleting a concept in ISO 25964.

3.3. Tests in Integrity suite

This suite of tests is used to check the integrity conditions presented in section 2. The tests are listed in Table 2 (column two for ISO 2788 and column three for ISO 25964). To obtain the integrity suite, each integrity condition has been examined, searching for the possible reasons for a violation. For example, Uniqueness can be broken in various ways, which has been reflected in tests 1 to 5.

<table>
<thead>
<tr>
<th>Test</th>
<th>ISO 2788</th>
<th>ISO 25964</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>Link a Non-preferred term to more than one Preferred term (two Preferred Labels for the same concept)</td>
<td>Two preferred terms for the same concept</td>
</tr>
<tr>
<td>2</td>
<td>Create a microthesaurus equal to some existing microthesaurus</td>
<td>Create a concept group equivalent to another (use the same concept group label for both)</td>
</tr>
<tr>
<td>Test</td>
<td>Description</td>
<td>Notes</td>
</tr>
<tr>
<td>------</td>
<td>-------------</td>
<td>-------</td>
</tr>
<tr>
<td>3</td>
<td>Create a preferred term equal to some other preferred term already in the thesaurus</td>
<td>Create a concept equivalent to another (use the same term as preferred term for both concepts)</td>
</tr>
<tr>
<td>4</td>
<td>Use the same value for a preferred term and a microthesaurus</td>
<td>Use the same preferred term for a concept and for a concept group</td>
</tr>
<tr>
<td>5</td>
<td>Use the same value for a preferred term and a non-preferred term</td>
<td>Use the same term as preferred term and as non-preferred term</td>
</tr>
<tr>
<td>6a</td>
<td>Create an NT, BT or RT relationship between two non-preferred terms</td>
<td>Create an NT, BT or RT relationship in which a term participates</td>
</tr>
<tr>
<td>6b</td>
<td>Create an NT, BT or RT relationship between a preferred term and a non-preferred term</td>
<td>Create an NT, BT or RT relationship in which a term participates</td>
</tr>
<tr>
<td>7</td>
<td>Create an RT relationship between two preferred terms that are already related by an NT (or BT) relationship</td>
<td>Create an RT relationship between two concepts already related by an NT (or BT) relationship</td>
</tr>
<tr>
<td>8</td>
<td>Create an NT relationship between two terms already related by a BT relationship (A NT B and A BT B)</td>
<td>Create an NT relationship between two concepts already related by a BT relationship</td>
</tr>
<tr>
<td>9</td>
<td>Make a Top Term, A, a narrower term of another term</td>
<td>Make a top concept a narrower concept of another concept</td>
</tr>
<tr>
<td>10</td>
<td>Create an NT relationship that closes an (NT, RT) relationship cycle (A NT B, B NT C, A RT C)</td>
<td>Idem</td>
</tr>
<tr>
<td>11</td>
<td>Create an NT relationship that closes an NT relationship cycle (A NT B, B NT C, C NT A)</td>
<td>Idem</td>
</tr>
<tr>
<td>12</td>
<td>Delete an NT or BT relationship</td>
<td>Idem</td>
</tr>
<tr>
<td>13</td>
<td>Delete an RT relationship</td>
<td>Idem</td>
</tr>
<tr>
<td>14</td>
<td>Delete a Preferred term</td>
<td>Delete a concept</td>
</tr>
<tr>
<td>15</td>
<td>Delete a Non-preferred term</td>
<td>Delete a SimpleNonPreferredTerm</td>
</tr>
<tr>
<td>16</td>
<td>Delete a Microthesaurus</td>
<td>Delete a concept group</td>
</tr>
<tr>
<td>17</td>
<td>Delete a Top Term</td>
<td>Delete a top concept</td>
</tr>
<tr>
<td>18</td>
<td></td>
<td>Delete an array</td>
</tr>
<tr>
<td>19</td>
<td></td>
<td>Delete a compound concept</td>
</tr>
<tr>
<td>20</td>
<td>Delete an inclusion relationship between microthesauri</td>
<td>Delete a SubGroupOf/SuperGroupOf rel. between two concept groups</td>
</tr>
</tbody>
</table>

Test 1 implies assigning two Preferred Terms to the same Concept, something that is restricted by condition 1a and the SKOS axiom S14. Tests 2, 3, 4 and 5 have been adapted. From a rigorous perspective, the duplication of identifiers would be applicable, but as this is not the type of error that a thesaurus editor would normally make, they have
been adapted to check the use of a term as preferred term for concepts and concept groups in ISO 25964; in this case, the tools should provide a warning and leave the final decision to the thesaurus editor. Tests 6 (6a and 6b) checks that the participants in basic relationships are the correct ones, preferred terms in ISO 2788 and concepts in ISO 25964. Tests 7 and 8 are used to check conditions of incompatibility between relationships (conditions 2 and 3).

It is worth noting that tests 9, 10 and 11 detect cycles, something that is not allowed in the ISO standards (see integrity condition 4), but are, however, allowed in the SKOS Recommendation. Thus, the results in thesaurus tools and SKOS tools could be expected to differ. Something similar happens with tests 12 and 13, which verify that, for any RT, NT or BT relationship, there should be an inverse relationship (which should be deleted at the same time). This is a restriction (condition 5) that, as shown in Table 1, is not included in the SKOS Recommendation.

Tests 14, 15, 16, 17, 18 and 19 are used to verify that a deletion implies deleting the relationships in which the deleted construct participates in cascade. Finally, test 20 is used to check that a microthesaurus is not left floating when its supermicrothesaurus is eliminated. However, it should be noted that, at the moment of writing this paper, the tools examined only supported one level of microthesauri, which means that this test could not be applied in the evaluation of these tools.

The relevant criteria used to assign the possible values to the results of these tests are whether the tool is able to detect the integrity problem, and the modeling ability of the tool: if the tool updates the thesaurus correctly. According to the results obtained with these criteria, each test execution is assigned a code that summarizes them:

- **M-I**: The integrity problem is not detected.
- **M+I**: The tool detects the problem and prevents the update to preserve integrity, or infers new relationships according to the integrity conditions.
- **M**: The tool allows the updating, but offers some means to detect and correct the integrity violation later.

### 3.4 Thesauri for Evaluation

An ad-hoc thesaurus containing the minimal components needed to apply the tests was created. No bigger thesauri are needed for checking integrity support, as one single test for each condition is enough to know whether the integrity condition is enforced or not. This thesaurus is a simplification, inspired by the EuroVoc thesaurus, which contains the basic constructs of a thesaurus. Polyhierarchy and microthesaurus nesting are also included. This is shown in Figure 1(a). Geography is the subject field. A simpler version, in Figure 1(b), was used when polyhierarchy or several microthesaurus levels are not supported: this minimal version contains just two microthesauri, *Europe, Regions of EU Member States*, which eliminates the subject field (Geography) and the polyhierarchy (Spain only appears once as a narrower term, instead of twice). During the integrity tests, we made attempts to create the same constructs twice, and some of them were later deleted to check the effects.
4. Experimental evaluation and results

The set of tests shown in Section 3 are applied under this heading. The evaluation presented has been performed on PoolParty, SKOSEd and VocBench, three tools that use SKOS as the representation language for thesauri. Although there are more tools that use SKOS for representing thesauri and new ones continue to join this list [26], no more tools have been included because the focus of this paper is on the adaptation of the evaluation framework, not on its application to a given set of tools. These tools have been chosen for this paper from the set of tools evaluated in [18] because the use of SKOS places them in an advantageous position to adapt to the new ISO 25964 standard, or at least be closer than other tools whose design was more guided by ISO 2788.

However, there is a relevant difference between these tools, which motivates the presentation of them: PoolParty was created as a thesaurus tool, while SKOSEd is a SKOS tool, and VocBench is a tool for managing KOS represented with SKOS, RDF, and OWL. These differences should logically be reflected in the support of some integrity conditions and, in consequence, the results of some tests. These issues are part of the analysis offered in heading 4.3. The results of the integrity suite are shown in Table 3.
4.1 Poolparty

PoolParty\textsuperscript{7} is a thesaurus tool with a Semantic Web approach [27]. It is a commercial software with a free evaluation version. The version that was first evaluated in [18] was PoolParty 2.7. For this paper, the tests have been applied to the new version, available online, which is PoolParty\textsuperscript{8}.

The fourth column of Table 3 shows the results of integrity tests for PoolParty, which has three main policies to guarantee integrity: 1) The update that would violate the integrity is not performed; 2) The update is permitted, but the problem can be detected and corrected later, using Quality Queries (“Same Preferred and Alternative Label”, “Same Preferred and Hidden Label”, “Concept has no Definition”, etc.); 3) PoolParty automatically cascades the update to prevent integrity problems (e.g., with deletions).

What is interesting in this tool is the different behavior it shows in tests 2 and 3, when the same preferred label is used for a pair of microthesauri (test 2) and for a pair of concepts (test 3). It can be done in both cases, but with concepts, this problem can be detected later, when a Quality Report on the thesaurus is carried out. However, for microthesauri, i.e., skos:Collection, this is never detected as a problem or warning. Indeed, this also happens in test 4, which indicates that the coincidences of labels, when skos:Collections are involved, is an issue this tool could still improve. As for the rest of the possible problems when labels are involved (test 5), the tool detects and prevents the update, which is the correct policy in our opinion. The results for tests that check if it is possible to relate terms (tests 6a and 6b) are as expected. PoolParty only permits semantic relationships between Concepts, according to SKOS axioms S19 and S20 and integrity condition 2.

PoolParty prevents hierarchical (BT/NT) cycles in tests 7, 9 and 10 and guarantees the incompatibility of BT/NT relationships with RT relationships (test 8), not allowing any of these updates. The policy changes for cycles with NT/BT and RT relationships (test 10): the update is performed, but detected later with Quality Reports. The way PoolParty deals with these cycles is worth noting, due to the fact that this is indeed a thesaurus tool that uses SKOS to represent thesauri. On the one hand, PoolParty takes advantage of SKOS Transitive-Narrower and Transitive-Broader relationships to detect cycles. On the other, it is even more interesting to remark that PoolParty deals with the integrity conditions related to these cycles, specific to thesauri, which are not covered by SKOS. That is, the support for this type of integrity on top of SKOS restrictions is an added value of PoolParty.

For tests in which an inverse relationship must be deleted in cascade (something covered by the ISO standard, but not by the SKOS Recommendation), Poolparty’s behavior is compliant with the ISO restriction: PoolParty does not permit an element (ConceptScheme, Concept) to be deleted when it has got Narrower, Related to, or Matching relationships with other concepts; instead, it asks the user to confirm the deletion of the chosen concept and all its narrower ones. We are not sure if this is indeed the behavior we would prefer. This is because, when there is polyhierarchy, it means that it is not possible to keep a narrower concept that would, despite the current deletion, be correctly placed in the thesaurus structure. For example, given A NT B and A NT C, B is deleted. Its narrower concept, A, which we would have liked to conserve as it still has a
broader concept, C, completely disappears. When an NT/BT or RT relationship is deleted (tests 14 and 15), this tool automatically deletes the inverse relationship.

4.2 SKOSEd

SKOSEd\(^9\) is a Protégé plugin. Its purpose is the creation and edition of KOS represented with SKOS. The reasoning is carried out through Protégé’s reasoning facilities, for which the appropriate ontologies (the SKOS ontology in this case) have to be loaded on Protégé. An important difference with PoolParty is in the user interaction: Protégé is made for ontology engineers, which results in an interface that may be overwhelming for thesaurus specialists (e.g., the use of “reasoners” to “classify” items is a concept quite specific to the ontology engineering area).

The results for SKOSEd are shown in the fifth column of Table 3. Some tests, proceeding from the updates to ISO 25964, are not applicable to this tool, as it conforms to the SKOS recommendation. In Table 3, they are assigned the value “(Not Appl.)”. The integrity checking in SKOSEd is, in fact, based on the integrity conditions modeled in the SKOS ontology \([28]\), which has to be imported as the first step in order to start working with this tool. As SKOSEd is a plugin for the Protégé ontology tool, it checks integrity when reasoning (classifying) is performed.

The management of relationships that should be inferred (such as inverse relationships) or that should disappear (e.g., when a Concept is deleted, the relationships it participates in should also be deleted) is different from what could be expected: when a Concept that has narrower Concepts is deleted (test 14), its narrower Concepts are raised to the same level as the ancestor of the Concept deleted. As a consequence, they become “floating” objects that should be related to some new Concepts in the thesaurus. A similar policy is observed when deleting ConceptSchemes (test 16), deleting an NT, BT or RT relationship (tests 12 and 13), or deleting a TopConcept (tests 17).

Given that the SKOS Recommendation does not state integrity restrictions for this issue (in which it differs from thesaurus standards), this behavior, despite not being suitable from a thesaurus perspective, is compliant with the SKOS recommendation, and indeed coherent with the fact that it is a SKOS tool. However, it is not the appropriate behavior for thesauri, as thesaurus recommendations are more restrictive than the SKOS recommendation. Consequently, the responsibility to ensure the thesaurus integrity restrictions lies with the creators of thesauri.

In SKOSEd, the inverse relationships (NT, BT, RT) can be inferred when the Classify function of Protégé is performed. In addition, the transitive relationships, e.g., skos:broaderTransitive, are also inferred. SKOSEd, as well as PoolParty, takes advantage of the transitive properties\(^10\). Polyhierarchy is also supported. In tests that detect cycles (10, 11, 12 and 13), SKOSEd behaves in accordance with the SKOS Recommendation; this means that, in fact, those cycles are permitted. However, condition 3, RT and NT simultaneously (checked with test 7), should be guaranteed according to the SKOS axiom S27, but it is not. The same is true for cycles caused by a combination of NT and RT relationships (test 5), which also fits the SKOS axiom S27. Here again, the reason seems to lie in the limitations of the SKOS ontology loaded into Protégé. Once more, with regard to this evaluative framework on which our attention is focused, that is, the support that must automatically provide a tool to thesauri editors, it is not offered in all the
desired situations and the responsibility of the consistency of the thesaurus is transferred to the editor him/herself.

4.3. VocBench

VocBench is a web-based, multilingual, collaborative development platform for managing OWL ontologies, SKOS(XL) thesauri and generic RDF datasets. VocBench uses Semantic Turkey, an open-source platform for Knowledge Acquisition and Management, from the ART Research Group at the University of Rome Tor Vergata. The tests have been applied to VocBench 3, the version released in September 2018.

The results for VocBench are shown in the sixth column of Table 3. This tool supports some tests referring to the ISO 25964 that did not support the previous ones, such as those related with arrays. The integrity check in VocBench is carried out in two ways, at the time of creation of the construct, which is reflected in the M+I values in Table 3, or through a specific menu called “Integrity Constraint Validator”, which collects a set of validation items that can be used to assess some integrity constraints, for example “Concepts related disjoint relations”, “Hierarchical redundancies”, or “Cyclic hierarchical concepts”. When the integrity validation was offered by means of this menu, it has been reflected in the table with the value ‘M’.

According to the help of the program, the inference of relations in VocBench depends on the RDF store used. In the tests executed for this proof of concept, the implementation has been made following the default settings offered by VocBench, which are adequate for introducing the Minimal ad-hoc thesaurus (Figure 1 (b)).

The support of integrity checking in VocBench is quite complete. Perhaps the most remarkable observation concerns its management of cycles. There is no option in this tool to detect the type of hierarchical cycles introduced in test 10, which concerns a combination of RT and NT relationships to make up a cycle. Nevertheless, an option appears in the “Integrity Constraint Validator” menu for validating the integrity when a cycle exits/occurs between two concepts related by skos:related and skos:broaderTransitive relationships. This is a bit puzzling because it is possible, in this tool, to use the properties skos:related and skos:transitive to obtain the type of cycle tested in test 10. Even if this does not imply that the tool fails in this test (as the inference offered by the RDF store used may be able to detect the cycle introduced with the skos:related - skos:broaderTransitive check), we believe that offering the possibility of checking integrity on the same properties used during the creation of the thesaurus, skos:related and skos:transitive in this case, would facilitate the end-user’s understanding of the functionality of the application.

Finally, a reasonable behavior of VocBench is observed in the tests that affect the deletion actions. The application rejects deletions that require integrity and, in other cases, presents a complete set of validation items inside the menu “Integrity Constraint Validator”.
4.4. Analysis

Some tests prepared for the new relevant constructs in ISO 25964, such as test 18, are not applicable in the tools evaluated (they have been marked as 'Not appl.' in table 3), as the tools were still not completely adapted to the ISO 25964 standard at the moment of these proofs. In fact, ISO 25964 is extremely wide, and more restrictive and specific than SKOS. The correspondences of the new constructs of ISO 25964 to SKOS constructs (it should be borne in mind that SKOS is used by these tools to represent and store thesauri) are not as clear as they are for basic constructs that were already in ISO 2788, and whose correspondences were documented in [14]. A question that could arise is: Is it worth including in the framework tests that cannot be applied to the tools evaluated? The answer is that it is worth having these tests in the framework: the difficulties to implement ISO 25964 in its entirety cannot condition the definition of the framework. Conversely, the framework should conform to the standard and be prepared for the moment when the tools will be ready to support ISO 25964 completely. After all, it is a framework to evaluate the support of ISO standards in thesaurus tools.

Table 3: Integrity support in PoolParty, SKOSEd and VocBench.

<table>
<thead>
<tr>
<th>Test</th>
<th>ISO 2788</th>
<th>ISO 25964</th>
<th>PoolParty</th>
<th>SKOSEd</th>
<th>VocBench</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>2 PrefTerms for 1 Non-PrefTerm</td>
<td>2 PrefLabels for a concept</td>
<td>M+I</td>
<td>M+I</td>
<td>M+I</td>
</tr>
<tr>
<td>2</td>
<td>Microthesaurus = Microthesaurus</td>
<td>Concept group = Concept group</td>
<td>M-I</td>
<td>M-I</td>
<td>M+I</td>
</tr>
<tr>
<td>3</td>
<td>PrefTerm = PrefTerm</td>
<td>Concept = Concept</td>
<td>M</td>
<td>M-I</td>
<td>M+I</td>
</tr>
<tr>
<td>4</td>
<td>PrefTerm = Microthesaurus</td>
<td>Concept = Concept group</td>
<td>M-I</td>
<td>(Not Appl.)</td>
<td>M</td>
</tr>
<tr>
<td>5</td>
<td>PrefTerm = NonPrefTerm</td>
<td>PrefLabel = NonPrefLabel</td>
<td>M+I</td>
<td>M-I</td>
<td>M+I</td>
</tr>
<tr>
<td>6a</td>
<td>RT/NT/BT + NonPrefTerm and NonPrefTerm</td>
<td>RT/NT/BT + Term</td>
<td>M+I</td>
<td>M+I</td>
<td>M+I</td>
</tr>
<tr>
<td>6b</td>
<td>NT/BT/RT + PrefTerm and NonPrefTerm</td>
<td>RT/NT/BT + Term</td>
<td>M+I</td>
<td>M+I</td>
<td>M+I</td>
</tr>
<tr>
<td>7</td>
<td>RT + NT/CT</td>
<td>RT + NT/CT</td>
<td>M+I</td>
<td>M-I</td>
<td>M</td>
</tr>
<tr>
<td>8</td>
<td>NT + CT</td>
<td>NT + CT</td>
<td>M+I</td>
<td>M-I</td>
<td>M</td>
</tr>
<tr>
<td>9</td>
<td>NT + Top Term</td>
<td>NT + Top Concept</td>
<td>M+I</td>
<td>M-I</td>
<td>M</td>
</tr>
<tr>
<td>10</td>
<td>NT + RT (cyclic)</td>
<td>NT + RT (cyclic)</td>
<td>M</td>
<td>M-I</td>
<td>M</td>
</tr>
<tr>
<td>11</td>
<td>NT + NT (cyclic)</td>
<td>NT + NT (cyclic)</td>
<td>M+I</td>
<td>M-I</td>
<td>M</td>
</tr>
<tr>
<td>12</td>
<td>Delete NT/CT</td>
<td>Delete NT/CT</td>
<td>M+I</td>
<td>M</td>
<td>M+I</td>
</tr>
<tr>
<td>13</td>
<td>Delete RT</td>
<td>Delete RT</td>
<td>M+I</td>
<td>M</td>
<td>M+I</td>
</tr>
<tr>
<td>14</td>
<td>Delete PrefTerm</td>
<td>Delete concept</td>
<td>M+I</td>
<td>M</td>
<td>M+I</td>
</tr>
<tr>
<td>15</td>
<td>Delete NonPrefTerm</td>
<td>Delete</td>
<td>(Not)</td>
<td>(Not)</td>
<td>(Not)</td>
</tr>
<tr>
<td></td>
<td>SimpleNonPrefTerm</td>
<td>Appl.)</td>
<td>Appl.)</td>
<td>Appl.)</td>
<td></td>
</tr>
<tr>
<td>---</td>
<td>------------------</td>
<td>--------</td>
<td>--------</td>
<td>--------</td>
<td></td>
</tr>
<tr>
<td>16</td>
<td>Delete Microthesaurus</td>
<td>Delete concept group</td>
<td>M+I</td>
<td>M</td>
<td>M+I</td>
</tr>
<tr>
<td>17</td>
<td>Delete Top term</td>
<td>Delete top concept</td>
<td>M+I</td>
<td>M</td>
<td>M+I</td>
</tr>
<tr>
<td>18</td>
<td>Delete array</td>
<td>M+I</td>
<td>(Not Appl.)</td>
<td>M+I</td>
<td></td>
</tr>
<tr>
<td>19</td>
<td>Delete compound concept</td>
<td>(Not Appl.)</td>
<td>(Not Appl.)</td>
<td>(Not Appl.)</td>
<td></td>
</tr>
<tr>
<td>20</td>
<td>Delete submicrothesaurus</td>
<td>Delete SubGroupOf/-SuperGroupOf rel</td>
<td>(Not Appl.)</td>
<td>(Not Appl.)</td>
<td>(Not Appl.)</td>
</tr>
</tbody>
</table>

Testing three different tools has helped to corroborate the interest of comparing the integrity restrictions of ISO 25964 and SKOS. In fact, some results of the experiments on these tools (differences in behavior in some tests) had been foreseen as possible, due to the comparison discussed in section 2.4. Moreover, thanks to that comparative analysis, an explanation about these differences in behavior was already available. The experiments have confirmed the suspected limitations with new constructs and structures in ISO 25964, or that get a greater relevance than they had in ISO 2788: collections, polyhierarchy, arrays, compound concepts, etc.

PoolParty has a good integrity support, well aligned with thesaurus standards, and the user interface is clear and intuitive. Limitations are found in the duplication of labels when collections are involved, and in the consequences of the policy chosen for deletions when polyhierarchy is present in the thesaurus.

SKOSEd does not guarantee some integrity that would be expected in thesaurus. Two reasons explain this. First, the SKOS recommendation is less restrictive than thesaurus recommendations; this comparison was developed in section 2.3. The second one is related to the limitations of the OWL SKOS ontology loaded in Protégé: some SKOS axioms are missing in the SKOS ontology that is effectively loaded on Protégé, a lack which is itself related to some limitations of OWL [28, 29]. The analysis of OWL limitations is beyond the scope of this paper, for which the interested reader is referred to these references and the literature concerning OWL reasoning.

VocBench supports new constructs of ISO 25964, such as arrays and groups of concepts, besides offering a set of validation utilities that can be used individually and an extensive and suitable list, although it does not match exactly with the tests used here. Checking the results of tests 6a, 6b and 7 would probably be easier for the end-user if the inverse relationships inferred were immediately presented in the interface that shows the description of each construct. This would make it easier for the end-user to check they have been correctly inferred.

Finally, we consider that the test suite designed to check the integrity management in the thesaurus editing tools has been effective and therefore allows us to know the degree of help these tools provide the user to guarantee the consistency and quality of the thesaurus.

5. Conclusions
This paper presents a methodological evaluation framework for integrity support in thesaurus tools, whose target community is thesauri editors, concerned with obtaining thesauri that are compliant with pertinent thesauri recommendations. It is oriented towards the design of thesaurus management tools and their users’ experience. Integrity is one of the more important issues when creating and editing thesauri, as violating integrity rules can be done unconsciously. Thus, the help provided by tools in detecting possible violations and preventing them is valuable, as this will contribute to the quality of the thesauri created with them. Being able to verify what help can be obtained from a prospective tool to be used for thesaurus editing can itself be helpful for thesaurus editors confronted with the task of selecting a tool. This is what is offered in this framework. In addition, this work can be relevant for SKOS or thesaurus developers interested in cross-using their abilities, applying a SKOS tool to take care of, or publish, a thesaurus in the semantic web or vice versa.

This is a qualitative methodology, which is justified by two main arguments. First, the relevant issue for its target public (thesaurus editor professionals) is being able to detect and correct inconsistencies in the thesaurus being edited. Whether the tool used is capable or not of helping them in this task is the relevant question. Second, as has already been argued in the Introduction, the size of a thesaurus is not a problem for thesaurus management tools.

The inclusion of SKOS and ISO 25964 is a relevant novelty of this proposal, as compared with some previous proposals related to the evaluation of thesauri or thesauri tools and general frameworks for the Semantic Web. This is a guide for comparing thesaurus tools that thesauri editors can apply directly, something which is otherwise not available.

Even if SKOS is used by the tools evaluated to represent thesauri, it is important to remark that this proposal is not conceived for SKOS tools, but for thesauri tools. A proposal for SKOS tools should differ in the issues evaluated and the tests, and the differences in integrity would be significant. The analysis carried out shows that some issues characteristic of thesauri, such as restrictions in cycles, are not well supported when SKOS is used for their representation. This was also verified with the experimental evaluation on SKOSEd and PoolParty. This offers some indications of the effort needed in the mapping of ISO 25964 and SKOS.

This proposal was first designed taking into account the ISO 2788 standard, which is still supported by thesaurus tools, and revised to conform to ISO 25964. The changes that ISO 25964 introduces with respect to ISO 2788, and the modifications it implies on this framework, have been analyzed. It was important to keep both perspectives in parallel, as a complete adaptation of thesauri and tools to ISO 25964 may be a long process. The future will show how thesauri tools adapt to the new ISO standard.

The proposal made in this paper would find an ideal complement in the study of functionalities and user interaction with thesaurus management tools. We consider the powerful approach of VocBench to support the collaborative work essential in the edition of large thesauri. The support of integrity in these tools should always come with good quality in user interfaces. This is considered as future work.

Notes
1. For example, EuroVoc, the thesaurus maintained by the EU Publications Office, is used in a large number of regional parliaments adapted to the specific needs of each institution related to indexing and retrieval, that is, they spawn variants or customizations of the original thesaurus. Adaptations or variants of the ERIC Thesaurus are created for various educational scenarios, as significant political or geographical differences should be addressed in the vocabulary, while variants from the UNESCO thesaurus, in a wider thematic area, serve as additional examples. These examples illustrate that reusing shared thesauri is indeed a common practice.

2. The term “language” is used here with the same meaning that the SKOS Recommendation uses it in its Introduction: "SKOS also provides a lightweight, intuitive language for developing and sharing new knowledge organization systems" [13].


4. The size of some of the most well-known and used thesauri illustrate this: the UKAT thesaurus has 13,976 descriptors (preferred terms) and 6,639 non-preferred terms, and the file size is 9.9MB; EuroVoc, the thesaurus maintained by the Publications Office of the European Union, has 6,883 preferred terms and 8,348 non-preferred terms, the file being 20.4MB.


6. We have considered all those rules that can be used to validate the correction of the data according to the data model, even though they are not listed in the SKOS Recommendation as “Integrity Conditions”.


10. There is no equivalent property for related Concepts in the SKOS Recommendation, i.e., there is no skos:relatedTransitive property.

11. http://vocbench.uniroma2.it/

Funding

This research received no specific grant from any funding agency in the public, commercial or not-for-profit sectors.

References


[3] Isaac A. and Baker T. Linked data practice at different levels of semantic precision: The perspective of libraries, archives and museums. Bulletin of the Association for


